PeptideProphet – Tutorial and Exercises

PeptideProphet Exercise!
Use Petunia to launch PeptideProphet on COMET searched pepXML files
0. To start, open up a web browser and click on the home page icon in your browser and access the PETUNIA link get to the tools user interface at URL http://localhost:10401/tpp.  Log in to the TPP graphical user interface using the username guest and password guest.  Navigate to TPP Tools(Analyze Peptides menu item.

1. Select searched pepXML files and set the PeptideProphet options
Click Add Files, and navigate to the class(Yeast(comet .  Select the checkboxes next to the two OR2008…pep.xml (NOTE: Do not  select the interact… file) files and click Select.
Set Filter out results below this PeptideProphet probability: to 0.0
Set Use accurate mass binning, using PPM
Set Use decoy hits to pin down the negative distribution.
Set Decoy Protein names begin with: to RAND0

Set Use Non-parametric model (can only be used with decoy option)
In the advanced options box enter -c-2 (Note: this will set a CLEVEL of -2 and consider only results with score at least 2 sigma below the mean of the estimated negative distribution, default uses 0) 
Click Run XInteract to start the analysis.

2. Open the results link and click on any probability link.  Looking at the Sensitivity/Error Tables view, what is the total number of correct results predicted by the model in the whole dataset?   
Do the Model Charts score distributions among correct (pos) and incorrect (neg) results look reasonable, given the total distributions for the dataset?  
Open the Learned Models tab.  What distributions of discriminant score, numbers of tolerable tryptic termini (NTT), numbers of missed enzymatic cleavages (NMC), and isotopic mass offsets did the model learn for the correct, and for the incorrect, search results?  
3. Using Display Options of the pepXML Viewer

· Select rows per page of 100
· Sort the results by probability score (descending)
· Type RAND1 in the highlight protein text box to color the decoy proteins red
Note:  The database in this search was appended with a set of decoy sequences (protein names beginning with either RAND0 or RAND1) generated from the correct database by retaining the position of all potential cleavage targets (and specific non-cut targets) and RANDomizing the sequence of the peptides.  We used RAND0 in PeptideProphet modeling and PeptideProphet knowing this set assigns a probability of 0 to all RAND0 peptides.  The remaining decoy are unknown to PeptideProphet and are labeled RAND1.  The RAND1 decoys represent roughly half of the total number of decoys, and also roughly half of the number of targets, therefore among the unknown to PeptideProphet portion of the database roughly 33% are RAND1 and the remainder are target sequences.  Therefore, when counting decoys, for x RAND1 decoy that we encounter we estimate a total number of incorrect sequences as 3*x.

To go to a specific page, type the page number in the text box to the left of page selection links.

Open page 155 containing data with probability close to 0% (if you don’t see any data with probabilities below 0.05 it is because you forgot to specify a minimum probability of 0, so you need to redo step 1).  Count the number of RAND1 proteins and estimate a decoy-based probability on this page 
Do the same for page 130 of the data, containing identifications with probabilities near 50%.    
Do the same for page 126 of the data, containing identifications with probabilities close to ~90%.    
4. The TPP also provides a tool that will compare the PeptideProphet probability estimated Error Rate to the decoy estimated Error Rate.  
· To access this tool use Petunia and go to the TPP Tools ( Decoy Peptide Validation menu item.
· As the input select the interact.pep.xml file that was generated in Step 1.  
· Under Options 

· Change Tag for decoy proteins to the decoy tag to RAND1 
· Change Tag for excluded proteins to the decoy tag to RAND0 
· Click run Peptide Decoy Validation. 

5. Click on any PeptideProphet probability link and scroll to the bottom of the page to the Decoy vs Prophet FDR / ROC plots.  How do PeptideProphet estimated FDRs compare against decoy estimated FDRs across the entire FDR range?  
6. Filter the dataset using conventional Expect Score thresholds:  Max Expect 0.1
· Count the number of RAND1, RAND0, and Target matches

· Estimate using only unknown decoy RAND1 how many correct results pass the filter 

· (Hint: The total number of results is displayed when you select Summary in the PepXMLViewer viewer.)
· Don’t forget to exclude the known decoys RAND0 from the count 
· Excluding known decoys, how many correct and incorrect peptide assignments results are there in total?   To determine the number of incorrect results, use filtering to count proteins that have RAND1 in their name and multiply this value by 3.  Assume the total number of correct search results in this dataset is 12903.  Compute the sensitivity (fraction of correct results in dataset that pass filter) and false positive error rate (fraction of results passing filter that are incorrect) resulting from the use of the conventional threshold filter.  How does this sensitivity compare with that predicted by the PeptideProphet model for this dataset to achieve a similar error rate (click on any probability to view a detailed graph/table of predicted sensitivity and error values)?   
Use Petunia to launch PeptideProphet on X!TANDEM searched pepXML files
7. Open PETUNIA and navigate to TPP Tools(Analyze Peptides menu item.  First Remove any existing input files.
8. Select searched pepXML files and set the PeptideProphet options

Click Add Files, and navigate to the class(Yeast(tandem .  Select the checkboxes next to the two OR2008…pep.xml (NOTE: Do not  select the interact… file) files and click Select.
Set Filter out results below this PeptideProphet probability: to 0.0
Set Use accurate mass binning, using PPM
Set Use decoy hits to pin down the negative distribution.
Set Decoy Protein names begin with: to RAND0

Set Use Non-parametric model (can only be used with decoy option)
In the advanced options box enter -c-2 
9. Open the results link and click on any probability link.  What is the total number of correct results predicted by the model?   Do the learned discriminant score distributions among correct (pos) and incorrect (neg) results look reasonable, given the total distributions for the dataset

Now scroll down the page.  What distributions of discriminant score, numbers of tolerable tryptic termini (NTT), numbers of missed enzymatic cleavages (NMC), and isotopic mass offsets did the model learn for the correct, and for the incorrect, search results.
10. Using Display Options of the pepXML Viewer

· Select rows per page of 100
· Sort the results by probability score (descending)
· Type RAND1 in the highlight protein text box to color the decoy proteins red
Note:  As for COMET analysis, when counting decoys, for x RAND1 decoy that we encounter we estimate a total number of incorrect sequences as 3*x.

To go to a specific page, type the page number in the text box to the left of page selection links.

Open page 140 containing data with probability around 1% (if you don’t see any data with probabilities below 0.05 it is because you forgot to specify a minimum probability of 0, so you need to redo step 1).  Count the number of RAND1 proteins and estimate a decoy-based probability on this page 
Do the same for page 129 of the data, containing identifications with probabilities close to 40%.  
Finally, do the same for page 120 of the data, containing identifications with probabilities close to 96%.  
11. The TPP also provides a tool that will compare the PeptideProphet probability estimated Error Rate to the decoy estimated Error Rate.  
· To access this tool use Petunia and go to the TPP Tools ( Decoy Peptide Validation menu item.
· As the input select the interact.pep.xml file that was generated in Step 1.  
· Under Options 

· Change Tag for decoy proteins to the decoy tag to RAND1 
· Change Tag for excluded proteins to the decoy tag to RAND0 
· Click Peptide Decoy Validation. 

12. Open the model file interact.pep-MODELS.html in the output directory.  How do PeptideProphet estimated FDRs compare against decoy estimated FDRs across the entire FDR range?  
13. Filter the dataset using conventional Expect Score thresholds:  Max Expect 0.3
· Estimate using only unknown decoy RAND1 how many correct results pass the filter 

· (Hint: The total number of results is displayed when you select Summary in the PepXMLViewer viewer.)
· Include in the count those peptides that match both an excluded RAND0 protein AND  a target or RAND1, since those are unknown decoys according to PeptideProphet 

· Don’t forget to exclude the known decoys RAND0 from the count 

· Excluding known decoys, how many correct and incorrect peptide assignments results are there in total?  To determine the number of incorrect results, filter additionally for proteins that have RAND1 in their name and multiply their number by 3. 
· Assume the total number of correct search results in this dataset is 12774.  Compute the sensitivity (fraction of correct results in dataset that pass filter) and false positive error rate (fraction of results passing filter that are incorrect) resulting from the use of the conventional threshold filter.  
· According to the Error Table on the MODELS page what minimum probability threshold allows for the false positive error to match the conventional expectation threshold? What is the expected number of correct spectra? Use the expected number of corrects to compute the sensitivity. How does this sensitivity compare with that predicted by the PeptideProphet model for this dataset to achieve a similar error rate.
· Using PepXMLViewer.cgi, remove the expectation value filter and apply the minimum probability filter from the Error Table.  Count the number of spectra matching to target and decoy sequences.  How does this value compare the model’s prediction? 
Effect of NTT info on PeptideProphet Results

14. Keep your previous pepXML viewer open so you can compare it with the next PeptideProphet analysis of the same data but this time not using NTT information
15. Open PETUNIA and navigate to Analysis Pipeline(Analyze Peptides tab.  First Remove any existing input files.

16. Select searched pepXML files and set the PeptideProphet options

Click Add Files, and navigate to the class(Yeast(tandem .  Select the checkboxes next to the two OR2008…pep.xml files and click Select.
Set Write output to file: to interact-nontt.pep.xml
Set Filter out results below this PeptideProphet probability: to 0.0
Set Use accurate mass binning, using PPM
Set Do not use NTT model
Set Use decoy hits to pin down the negative distribution.
Set Decoy Protein names begin with: to RAND0 (these will become the known decoys)
Set Use Non-parametric model (can only be used with decoy option)
In the advanced options box enter -c-2 
Click Run XInteract to start the analysis.

17. Compare the predicted number of correct peptide assignments as a function of predicted error rate for the models learned here and in Step 8 using NTT information (click on any probability to access this information).  Which analysis yields more correct peptide assignments at an error rate of 2.5% or at an error rate of 5%?
18. Using PepXMLViewer opened to the interact-nontt.pep.xml page:
· Under Filtering Options tab, select results in the probability range [0.47, 0.53] and exclude all charges other than +2
· Under Pick Column tab, add the num_tol_term parameter to the list of columns to display
· Click Update Page
19. Write down the names of two spectrum search results of parent charge +2 that were assigned probabilities close to 0.5, without using NTT information:  one result with an assigned peptide containing 2 tryptic termini, and one result with an assigned peptide containing 1 tryptic terminus.

20. Now look for each of these spectra in the analysis you performed previously that employed NTT information (interact.pep.xml).  To find a result:

· Copy both spectrum names into the 'required spectrum text' field separated by ‘|’ in the Filtering Options tab, be careful not to include extra characters in the search filter (e.g. the SpectraST link text is not part of the name)

· Click Update Page. 
21. What probabilities were computed for the result with assigned peptide containing 2 tryptic termini in the analysis that used NTT information and for the result with assigned peptide containing only 1 tryptic terminus?  What might explain these observations?  [Note that if you can't find the search result for one of your spectra, it might have been filtered out if you neglected to set the minimum probability to 0 when launching the analysis in step 8.]
EXTRA CREDIT: 

Mystery dataset: Comparisons of the Model Thresholds to Standard Score Thresholds
22. Analyze the Comet search results of the mystery dataset C:/TPP/data/class/Yeast/mystery
· Go to Analysis Pipeline(Analyze Peptides again and 
· Go to the class/Yeast/mystery directory and select for analysis the two XML files present there:

i. OR20080317_S_SILAC-LH_1-1_01.pep.xml
ii. OR20080320_S_SILAC-LH_1-1_11.pep.xml.  
Set Filter out results below this PeptideProphet probability: to 0.0
Set Use accurate mass binning, using PPM
Set Use decoy hits to pin down the negative distribution.
Set Decoy Protein names begin with: to DECOY

Set Use Non-parametric model (can only be used with decoy option)
Set Report decoy hits with a computed probability (based on the model learned)

(Note: There is only one set of decoys in the mystery_DECOY.fasta database, decoys are prefixed by DECOY tag.  Here we will be using them twice: once to estimate the models and assuming they are unknown in the last iteration to get their would-be probabilities)
Click Run XInteract to start the analysis.
23. Next, filter the dataset using conventional XTandem score thresholds:

· How many PSMs pass these filters:  

i. Expect ≤ 0.05 ?
ii. Expect ≤ 0.1 ?
iii. Expect ≤ 0.2 ?
24. Now run XInteract with PeptideProphet on search results of the Mystery dataset.
25. How many search results of precursor ions of different charge states are predicted to be correct?  What may explain these observations?  Click on any probability link to view the models learned by PeptideProphet.  
26. Next, use Pep3D to view the Mystery RAW data by clicking on the ‘Generate Pep 3D’ bar in the Other Actions options of the pepXML Viewer.  Set 'Display peptides' to None, then click the Generate Pep3D image button to display LC/MS data for the two runs.  How does the quality of the two LC/MS runs look?  How about the quality of sample MS/MS spectra viewed from interact.pep.xml?  What explanations for the results of PeptideProphet remain viable?  
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